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When parties present divergent econometric evidence, the court might either combine such evidence
in an ad hoc way or view such evidence as contradictory and thus ignore it completely, without conducting closer analysis of the possible sources of the contradiction. We believe that the reasons for
this development are (i) that the statistical evidence is often interpretated in a simplistic manner and
(ii) that the fact is ignored that any statistical test tests within the boundary of a prespecified model
which might be wrong. Contradictory evidence might therefore either occur by chance or because the
underlying assumptions contradict each other. Based on the concept of severity we propose a method
to avoid common fallacies in the interpretation of empirical evidence. We further set out a simple
method for distinguishing between actual and merely apparent contradiction based on the statistical
concept of the “severity” of the furnished evidence. Our chosen application is that of damage estimation in follow-on cases.
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1. Introduction
In view of the increasing number of antitrust damage proceedings, there is a growing need to legally
assess the statistical evidence furnished by third-party experts. This sometimes leads to the paradoxical situation that the importance of statistical evidence for judicial decision-making is decreasing, although such evidence is increasingly presented to the courts. This is the case because courts may be
inclined to ignore seemingly contradictory statistical evidence, as such evidence tends to cancel each
other out in practice. In such a case, there might even be an inverse relationship between the wealth
of statistical information provided to the courts and the extent to which the judgment actually relies
on empirical evidence. Moreover, there is a risk that courts will rely on ad hoc heuristics in reaching
their decision, disregarding important source of available information.
In this article, we argue that the two main reasons for this development are (i) the prevailing tendency
to interpret statistical test results in an overly mechanistic manner, and (ii) that the design and data
limitations of the underlying studies are ignored. Based on this insight, we suggest a complementary
interpretation and propose a method for evaluating conflicting evidence in judicial practice. We
thereby draw on the statistical concept of severity” introduced by Mayo and Spanos (2006).1 We show
how this concept can provide a powerful and intuitive tool to assess the compatibility of seemingly
contradictory statistical evidence.2 Our interpretation may also prove particularly helpful for judges to
avoid the fallacious interpretation of empirical evidence, particularly the fallacy of ignoring available
context information about the capability and the compatibility of the empirical evidence presented to
the courts.
Our analysis comes with three important caveats. First, we do not delve into the details of damages
quantification nor do we provide a general introduction into the methods of statistical testing. 3 Our
analysis is independent of the method by which a particular estimation of the infringement effect is
obtained, as long as it comes with standard statistical information describing its precision. More importantly, we firmly believe that the subsequent material can be fully digested even without any statistical background. Second, we propose to complement, not replace, existing approaches in a way
that reduces the risk of misinterpretation by using the concept of severity to present statistical evidence in court, whether it comes from the plaintiff’s or the defendant’s experts. Third, our focus is also
not on how contradictory, but compatible evidence should ultimately be combined.4 Instead, one of
our suggestions is to add the intermediate step of evaluating the compatibility of the evidence at hand
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The concept of the severity of statistical evidence was introduced by Deborah Mayo and Aris Spano, notably
in their 2006 article. See DG Mayo and A Spanos ‘Severe Testing as a Basic Concept in a Neyman–Pearson
Philosophy of Induction’ (2006) 57 British Journal for the Philosophy of Science 323-357. See also more recently DG Mayo Statistical Inference as Severe Testing. How to Get Beyond the Statistics Wars (2018).
We have already built on this concept in an earlier article, albeit there we have only discussed its application
as a correction against the misinterpretation of standard statistical tests. See B Bönisch and R Inderst ‘Overcharge Estimation: Making Statistical Evidence More Meaningful’ (2019) 10.8, Journal of European Competition Law & Practice 499-504. A German version, again without an application to the reconciliation of different
statistical evidence, can be found in B Bönisch and R Inderst ‘Zur Interpretation empirischer Evidenz vor
Gericht’ (2020) 18, Zeitschrift für Wettbewerbsrecht pp. 52–68.
See, for instance, European Commission, Practical Guide: Quantifying Harm in Actions for Damages Based
on Breaches of Article 101 or 102 of the Treaty of the Functioning of the European Union, § 88.
Different methods already exist and might be applicable depending on the available information. However,
these methods are prone to the same problem of a mechanistic interpretation of the results, which is briefly
discussed below.
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before combining this evidence in one way or another. Our proposal offers a simple screening device
to facilitate this additional step. It emphasizes the model-bound nature of any statistical test and conceptualizes the additional step of questioning the underlying assumptions of the empirical evidence at
hand with the potential conclusion that the underlying assumptions or data are incompatible, additional evidence is needed, and the empirical evidence at hand is incompatible in the sense outlined
below.5
In the following Section 2, we first present the usual procedure for the econometric estimation of infringement effects in the context of a private action for damages. This application is however chosen
only for illustrative purposes as our insights and proposed method are not confined to such cases.
Rather, they should be applicable whenever potentially conflicting econometric evidence is brought to
court, i.e. not even confined to either antitrust or damages actions. We consider the frequently encountered situation in which supposedly contradictory empirical evidence is introduced by litigants. A
concrete (numerical) example is used to discuss how statistical test results are usually interpreted in
practice, and how this impacts judicial decision-making. After detailing the potential pitfalls in this regard in Section 3, we propose a screening mechanism for assessing the compatibility of apparently
contradictory statistical evidence in judicial decision-making. To do so, we discuss this statistical concept in Section 4 and apply it to the illustrative case under consideration.
Finally, in Sections 5 – 6, we suggest how the two conflicting pieces of evidence can be evaluated
jointly. We use severity as a screening device to assess whether or not the conflicting pieces of evidence should be considered incompatible or not, the latter case indicating more serious problems,
such as misspecifications. To do this, we modify our numerical example from Section 6 and illustrate
how such incompatibility can be shown graphically, again providing a tool for communication. If the
two parties’ evidence is however deemed compatible, Section 5 describes a graphical representation
that allows to communicate this evidence together.

2. Constructing an example
Consider the following fictitious example: In the context of a private action for damages filed after a
legal judgment of a hardcore cartel infringement, both parties submit expert testimony based on statistical data. We further assume that both experts submit comparative market assessments to quantify
the damage resulting from the infringement. However, these assessments reach different conclusions,
possibly due to the use of different data or the different assumptions underlying their statistical models. We discuss this issue below in Section 2.3.
Expert witnesses usually express the uncertainty associated with their estimation results with the concept of statistical significance. Typically, experts conduct significance tests and may represent the outcome by means of so-called probability values (or p-values).6 In the following, we present an example
of empirical evidence furnished to a court in order to discuss the prevailing methods for assessing
statistical findings.
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We are grateful to an anonymous referee for sharpening our contribution.
For a formal introduction, see for instance DG Spanos Probability Theory and Statistical Inference: Empirical
Modeling with Observational Data (2019), p. 553.
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2.1. Empirical evidence for infringement-related damages
As an example, assume that the plaintiff has provided expert testimony proving significant damages of
€8 per item sold as a result of the infringement. The first step in assessing this finding is to place it in
proper context.
The methods of statistical inference that are commonly used by expert witnesses are ultimately based
on the idea of a test. The null hypothesis describes the starting point of the empirical investigation. In
the present context, the null hypothesis represents the situation that would have existed in the absence of an infringement – or if the infringement, while it was confirmed to exist, did not have an
effect. Furthermore, the statistical rejection of this hypothesis is used to infer the existence of an infringement effect. The decision to accept or reject the null hypothesis is always subject to a certain
probability of error. The respective uncertainty associated with the estimate is typically depicted as
shown in Figure 1. The distribution of this curve is a measure of the uncertainty that attends the empirical estimation of the infringement effect. We describe this now in more detail.
The horizontal axis of Figure 1 shows potential infringement effects. In our example, the empirically
estimated infringement effect of €8 is represented by the dashed vertical line at €8. The null hypothesis
(of no positive effect) is also shown with a dotted line (at €0). The shaded area represents the p-value,
which is a measure of the compatibility of the estimated infringement effect of €8 with the null hypothesis of €0. This p-value indicates the probability of estimating an infringement effect greater than
€8 if the null hypothesis is valid (i.e., if there is indeed no effect). This aspect of the test is crucial.
Although the effect has been estimated at €8, given the attendant uncertainties, we must consider the
probability with which larger (or smaller) values could have been obtained even when the effect was
zero.

Figure 1: Empirical evidence for an infringement effect (plaintiff’s expert)

In our example, the size of the shaded area indicates that, given the validity of the null hypothesis (“no
infringement effect”), the probability of obtaining a damage estimate larger than €8 is approximately
4

2%. This is usually considered a sufficiently small probability to reject the null hypothesis and thus (with
sufficient probability) to assume an infringement effect. In practice, this is usually expressed in terms
of statistical significance. Specifically, this measure indicates the probability of incorrectly interpreting
the estimated infringement effect of €8 as evidence against the null hypothesis. Accordingly, when
experts prepare statistical evidence, they usually pick a low significance level; 5% is a common threshold.
In our example, the probability of an incorrect conclusion (estimating an effect if the true effect is
indeed zero) is approximately 2%, which is well below 5%. The probability of erroneously rejecting the
null hypothesis can thus be regarded as sufficiently small. Accordingly, the null hypothesis of “no infringement effect” would be rejected. By extension, the estimated effect is considered to be significantly different from zero. Yet what does the rejection of the null hypothesis with an estimated value
of €8 mean in concrete terms? Does this mean that the true effect is €8? In answering these questions,
there is a risk of drawing unwarranted conclusions. We will return to this point later, after having introduced the defendant’s evidence.

2.2. Empirical evidence against an infringement effect
Let us assume that the defendant has also submitted empirical evidence, which estimates the damages
at €1 per item sold. As discussed, Figure 2 shows the uncertainty associated with the estimate of €1.
The area shaded grey, or the p-value, expresses a probability of approximately 44%. In other words,
the probability of incorrectly interpreting the estimated value as evidence against the null hypothesis
of “no infringement effect” is 44%, which is much higher than the commonly used significance level of
5%. Accordingly, the estimation must be considered statistically insignificant or statistically not different from zero.

Figure 2: Empirical evidence against an infringement effect (defendant’s expert)
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2.3. Possible causes of contradictory estimation results in practice
Before putting the two estimation results in context, let us briefly discuss possible reasons for these
divergent empirical findings.
First of all, it should be recalled that any estimation is subject to a certain degree of uncertainty simply
because the underlying data are always incomplete and potentially susceptible to some measurement
error. As mentioned at the beginning of Section 2, conflicting assessments of the matter under litigation are very likely in many cases simply because the parties have access to different sets of data, which
by their nature cover different time ranges and/or customer and product segments. Thus, plaintiffs
can usually rely on information from different cartel members (i.e. the data comes from a low number
of customers but several producers). By contrast, defendants typically have access to transaction data
from various customers, but only from one producer (i.e. their own company). This alone may result
in different views on the same empirical phenomenon – namely the antitrust infringement – based on
the data typically available to the parties.
In this way, even if the parties rely on the same econometric model, they will not arrive at exactly
identical estimates of the damage incurred. Moreover, that the disputing parties and their experts use
the same econometric model should however rarely be the case in practice. In fact, in our experience
we have never seen the case where both sides use both the same method, such as a time-based comparative analysis with a dummy-variable regression, and identical assumptions about the structure of
the underlying model or the exact same set of variables.
Finally, there may be other reasons for divergent conclusions. In some cases, the selection of methods
or data by one or both parties may also be results-driven and in this way lead to strongly divergent
conclusions. We discuss this issue separately below.

2.4. Initial conclusions
With a view to the overall assessment of the presented statistical evidence, it is of fundamental concern whether the difference between the estimated damages (in our example, €1 versus €8) differ (a)
due to small sample sizes and associated estimation uncertainty or divergent data sets; (b) due to (explicitly or implicitly) contradictory assumptions in the underlying models; or (c) due to a result-driven
selection of the estimation results. The methods currently used, however, are not designed to distinguish these potential reasons. In judicial practice, therefore, contradictory empirical evidence risks being ignored or being rather blindly combined. For disputing parties anticipating this approach, this may
even create adverse incentives to exaggerate their findings.
The broader insight offered by this article is that this implicit or explicit combination of conflicting
evidence is not warranted in many cases and that the approach put forward in this paper – based on
already existing standard statistical measures – provides a way to screen the compatibility of the evidence at hand. As a result, certain degrees of contradiction point to deeper methodological discrepancies between the analyses in question and require separate consideration; i.e. a more detailed analysis should be carried out and, if necessary, the underlying problems should be addressed.
In the following, we first present the misconceptions of statistical significance that as we believe also
give rise to the unjustified view that statistically significant and insignificant estimation results can
6

simply be averaged, namely the ignorance of the often not explicitly spelled out context of the statistical analysis at hand (underlying assumption, data selection, theoretical model restrictions) and the
resulting capability effect of the statistical tests employed to detect an infringement effect. We then
propose a heuristic to distinguish between the situation where the joint evaluation of the empirical
evidence is warranted and the situation where it is not.

3. Problems with interpreting empirical evidence in professional practice
Before assessing the empirical evidence in our example, let us first address the common fallacies that
plague the interpretation of statistical estimates and how these relate to the screening approach discussed here.
A common mistake is to overinterpret statistically significant findings. First of all, it should be remembered that in practice a statistical analysis is usually conducted in the sense of a test: a null hypothesis
is tested– in our case, the hypothesis of “no infringement effect.” The statistically significant result of
€8 thus represents evidence against the null hypothesis of no effect. However, the rejection of the null
hypothesis should not be overinterpreted as evidence for a particular alternative hypothesis. In other
words, the estimate of €8 does not per se provide evidence for the reliability of €8 as an alternative
hypothesis.7 Due to estimation uncertainty, the actual effect could easily be €7, a figure very consistent
with the actual estimate of €8. Or it could be €9. Clarifying the “compatibility” of the estimate of €8
with a range of effect estimates is a key element of the considerations presented in the following.
A similar potential for error exists in the interpreting of the statistically insignificant finding of €1. Here,
as well, there is a risk of overinterpretation if the context of the statistical test is ignored. A non-significant finding initially only means that the null hypothesis cannot be rejected at the applied significance
level. This is because even if an estimate yields a large effect size, the statistical insignificance may
simply be due to low estimation accuracy (e.g. due to a limited number of data points or due to a large
number of other factors influencing prices). In such a case, it is obvious that a statistically insignificant
result should not be interpreted per se as evidence for the absence of an infringement effect.8 In our
example, the estimated result of €1 is also highly compatible with an actual effect of €3.
In summary, the estimate of €8 in our example does not prove an infringement effect of exactly €8,
and the alternative estimate of €1 does not represent evidence for the general absence of an effect.
However, it would be wrong to ignore the evidence presented by both parties solely on the basis of
this discrepancy. But ignoring the discrepancy and simply averaging results in one way or another
would obviously be equally wrong if this discrepancy points to fundamental problems in the respective
estimates. I what follows, we thus propose to perform an overall assessment that considers the “severity” of the furnished evidence. This can help us to determine whether the findings provided by the
two parties are indeed compatible or not. In the case that they are considered (sufficiently) compatible, we suggest a way in which the level of compatibility could be graphically represented.
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This becomes intuitively clear when one considers that an effect of more than €8 was not rejected. Rather,
the discrepancy relative to the null hypothesis is merely considered too large.
As with all statistical tools, we must consider the extent to which the test and available data actually allow
us to determine deviations from the null hypothesis – that is, we must consider the statistical power of the
test.
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4. Introduction to the concept of “severity”
In this section, we consider each estimate separately while introducing the concept of “severity.” We
describe this concept in detail below and refer to the references mentioned in the introduction. We
then interpret the discrepancy between both estimates as an indication of their compatibility, again
using the concept of “severity”.

4.1. Reinterpreting the evidence for an infringement effect
Let us begin with the statistically significant estimate of €8 that led us to reject the null hypothesis of
“no infringement effect.” The plaintiff asserts this is evidence for an infringement effect of €8. However, as noted, this is a fallacy because only the null hypothesis was tested. Other hypotheses were
not tested (e.g. Do the damages amount to exactly €8? Do they amount to at least €8?). Statistically,
we only found that there is a very low probability that there is no positive infringement effect at all.
The evidence thus weighs “severely” against the absence of an infringement effect.
Let us now use the test result for €8 to evaluate other hypotheses as well: namely, that the infringement effect is “not larger than €x”, where x stands for a possible infringement effect of e.g. €2 or €6.
The key question is: How severely does the evidence presented by the plaintiff weigh against such an
alternative hypothesis, i.e. of an infringement effect of at most €2 which is larger than the previously
tested infringement effect of €0, but substantially below the estimated effect of €8? Again, we can
only answer this question with a probability of error that we can estimate – similar to the question
whether the null hypothesis can be rejected with sufficient certainty.
Specifically, using standard statistical calculations, we can answer the following question for each value
of an infringement effect x: If the actual infringement effect is at most x, what is the probability that
the observed estimate is less than the actual observed value of €8? We already know the answer when
x equals €0: namely, 98%, i.e. the difference between 100% and the previously considered approximately 2% error probability (the probability of error when rejecting the null hypothesis of “no infringement effect”). We can now apply this logic to other hypotheses about the magnitude of the infringement effect (i.e. to other values of x). When x is approximately €4.5, the corresponding probability is
e.g. 80%. Therefore, if the actual infringement effect is not larger than approximately €5, then there is
an 80% probability of obtaining an estimated value below the observed value of €8. If the value of x is
larger – for example, €6 – then the probability would naturally decrease (in this case to about 70%).
As discussed above, the observed evidence of €8 weighs more severely against the hypothesis of an
infringement effect of at most €5 than against the hypothesis of an infringement effect of at most €6
– and the difference can be expressed in terms of the respective probabilities. Figure 3 shows the
severity of the evidence against the hypothesis of an infringement effect of at most €x for each considered value of x (each possible infringement effect of interest). We refer to Figure 3 as the respective
severity curve. Figure 3 also shows a threshold of 80%, which is initially arbitrary and will be discussed
below. This threshold can be interpreted as a minimum standard for the required severity of evidence
as follows: If an 80% threshold is used as a minimum standard, one would assume that the evidence
presented, which led to an estimate of €8, speaks with sufficient severity against an infringement effect
of up to €5 – but not against an infringement effect of up to a higher value, say €6.
8

Figure 3: Severity of possible infringement effects (for rejection of null hypothesis) based on plaintiff’s evidence

It should be noted that this statement is not subject to the previously discussed fallacy of overinterpreting the meaning of €8. Indeed, this statement does not claim that the actual value is necessarily
equal or close to the estimated value. Rather, we have merely evaluated the reliability of different
conclusions based on this estimate. This interpretation allows to check the compatibility of the inference based on this estimate €8 with the claims of the opposing party.
Before applying the concept of severity to the assessment of other party, let us briefly look at this
concept from a slightly different perspective. Ultimately, the curve in Figure 3 can intuitively be seen
as the result of a “question–answer sequence,” or, in other words, as a summary of the different assertions that result from different potential hypotheses (different values for x, i.e. potential infringement effects). For example, when x is equal to €7, the plaintiff makes the following claim: “The infringement effect is at least €7” or “The evidence speaks against an infringement effect of less than
€7.” In order to assess this claim, the judge then asks for an associated probability.9 Specifically, she
examines the plaintiff’s claim by asking the following question: Given an infringement effect of up to
€7, what is the probability that the estimated infringement effect would have been below the observed
effect of €8? If this probability is sufficiently high, then she has reason to consider the plaintiff’s claim

9

In this context, the question of the probability of the infringement effect assuming a certain value would not
be meaningful, since a priori the probability for each value is zero. The usual test statistics can also not provide information about the probability of the actual value being within a certain interval. This is often a
source of misunderstanding or incorrect interpretation. Such statements can be made with Bayesian statistics (which, however, are rarely used at present – and come with their own problems).
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as sufficiently plausible (or as sufficiently robust statistically). If the judge requires a very high threshold, lower values of the infringement effect can be excluded. At a threshold of 90%, for example, even
the claim of an infringement effect of at least €2.80 would be rejected by the judge as insufficiently
robust.
Although a threshold of 80% was used in Figure 3, we do not intend to argue for or against any particular level for this threshold. A universal answer to this question cannot be given, as it may be reasonable to consider case-specific circumstances, such as the seriousness of the infringement or the credibility of a particular theory of harm. Ultimately, we do not propose to replace the mechanistic interpretation of statistical evidence by using arbitrary severity thresholds in the same manner. Disclosing
specific reasons for a higher or lower threshold, combined with specific reference to statistical results,
as shown in Figure 3, can help to ensure that the overall assessment of the evidence is made within an
objective, rational, and transparent framework.

4.2. Reinterpreting the evidence against an infringement effect
The concept of severity can now be applied in a similar manner to the estimate put forward by the
opposing party – the (statistically not significant) estimated effect of €1. Thus, the null hypothesis of
“no infringement effect” was not rejected. However, as discussed earlier, it would be mistaken to conclude from this estimate that the size of the infringement effect is zero. Figure 4 illustrates this fact, by
applying the concept of severity to different null hypotheses.
Figure 4 provides a graphical illustration of answers to the following question for different values of x:
If the actual infringement effect is at least x, what is the probability of the observed estimate being
larger than the actually observed value of €1? The greater this probability, the more severe the observed evidence weighs against this respective value for x. We already know the answer to x = €0:
namely, 44%, as shown in Figure 2. Drawing on the p-value, i.e. the probability of error, it was derived
that the null hypothesis of “no infringement effect” cannot be rejected at the chosen significance level.
However, it is also evident from Figure 2 that the estimate is subject to considerable uncertainty overall, which is why the bell curve is relatively broad (see Figure 2). This is now directly reflected in the
evaluation of other hypotheses, i.e. other possible x values for an infringement effect.
For example, the severity of the evidence (plotted on the vertical axis) only exceeds the 80% threshold
at a value of approximately €6.50. Therefore, if the actual infringement effect was at least €6.50, then
the probability of estimating a value larger than €1 would be 80%. If this threshold is applied, then only
values above €6.50 can be excluded due to estimation uncertainty associated with the €1 estimate; in
other words, the evidence only weighs with sufficient severity against values above €6.50. Figure 4
shows the severity of the evidence (vertical axis) for all potential hypotheses (on the horizontal axis).
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Figure 4: Severity of possible infringement effects (for non-rejection of null hypothesis)
based on defendant’s evidence

5. Assessment of only seemingly contradictory evidence
Now that we have introduced the concept of severity and have applied it to each of the two estimates,
we consider the presented seemingly contradictory evidence together. In this section, we first build
on our graphical illustrations to show that in the example discussed above the estimates put forward
by litigants only appear to be contradictory (at the assumed level of severity). In this case we cannot
exclude the possibility that both pieces of evidence essentially describe the same empirical phenomenon and simply come to different conclusions because of the associated estimation uncertainty. Combining the empirical evidence separately illustrated in Figure 3 and Figure 4 into one graph as in Figure
5 allows to evaluate the severity at the intersection of both severity curves. This illustration is the main
contribution of this section. In Section 6 we apply the same graphical tool to a modified example where
the two pieces of evidence are not compatible in this way, which may point to severe methodological
problems, such as the misspecification of at least one of the two underlying statistical models.
Figure 5 shows that the severity level at the intersection of both severity curves is slightly above 75%
and therefore below the assumed minimum standard of 80%; the level at which the estimate of €1
excludes infringement effects above €6.50 and the estimate of €8 excludes infringement effects of at
most €4.5. That is, at the assumed minimum severity level of 80%, the set of infringement effects that
are ruled out by the evidence at hand is non-empty.
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Figure 5: Overall assessment of compatible evidence

At a higher minimum standard of severity– e.g. at 90% – a wider range of values would not be ruled
out by at least one of the two available pieces of evidence, i.e. there would be both higher and lower
possible infringement effects that would not be rejected by any given result with the severity considered necessary. On the other hand, the range narrows if the level of severity at the intersection is
closer to the required severity level. This makes sense intuitively – as does the fact that the range
becomes empty if the severity level at the intersection exceeds the required minimum level of severity.
In summary, the graphical representation in Figure 5 evaluates the available statistical evidence in a
way that, in our view, can be understood also by statistical laymen and that is compatible with the
probabilistic language used by courts. As discussed in detail in the preceding Section 4, for each evidence, the respective severity curve can be used to show the range of possible infringement effects
that cannot be ruled out at the given level of severity. Bringing the two curves together, as in Figure 5,
shows immediately if there are any potential claims that are compatible with both pieces of evidence:
If the severity level at the intersection is below (above) the required minimum standard, an overall
assessment might (not) be possible.
It is beyond the scope of this article to discuss approaches to ultimately aggregate both pieces of evidence into one overall assessment.10 Rather, we would like to issue a warning that there may be some
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Continuing with the notion to take the accuracy of the two estimates into account, it could be suggested to
take an average in which the estimates are weighted by their respective accuracy. Precisely, they could be
weighted by the precision of the estimate (i.e., the variance). Such an approach may then be considered as
a special case of a simplified meta-analysis. In fact, with normal distribution and known variance, as well as
independence, this corresponds to the mean of the posterior distribution based on both pieces of evidence.
While such an approach seems superior to a naïve alternative that ignores the relative accuracy of the two
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cases where these pieces of evidence should not be combined in any way, as the empty set of nonexcluded infringement effects may indicate deeper methodological discrepancies which should be considered first. This is the additional intermediate step that we suggest should be part of an evaluation
of contradictory empirical evidence in the setting described in our article. The heuristic put forward in
Figure 5 makes this aspect as transparent as possible using the standard statistical tool set.

6. Closing remarks on incompatible empirical evidence
In our example case, the seemingly inconsistent evidence proved to be compatible when a severity
threshold of 80% was applied. Despite the divergence between €1 and €8, it was possible to reconcile
these estimates because both Figures (especially the defendant's) were subject to sufficient uncertainty. This is immediately evident in Figure 5, as the two severity curves intersect below the applied
threshold of 80%. Figure 6 describes instead a situation where this is no longer the case.

Figure 6: Overall assessment of inconsistent evidence

estimates, such a weighting would typically have to proceed under the assumption that the experts’ evidence
is independent in a statistical sense. This assumes, in particular, that the respective datasets are not overlapping, which specifically for the considered follow-on cases may not apply, as both datasets should contain
transactions between the plaintiff and the defendant. Of course, if a court appointed expert was given access
to all data, he could provide her or his own estimate. In our experience, such an approach is rare (but seems
more common in arbitration procedures). In fact, we sometimes witness a tendency of courts to try to force
a potential settlement precisely on the basis of a “compromise” between the parties’ divergent estimates.
The intuitive procedure underlying Figure 5 may avoid a flawed compromise and, as discussed above, it may
also allow the court to integrate additional, circumstantial evidence.
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For this we assume that the defendant’s estimate is -1 € (instead of €1), while the plaintiff’s estimate
is more extreme, at €10. The corresponding severity curves are shown in Figure 6. Now, the two curves
only intersect above the 80% threshold. In concrete terms, this means that the estimates are not compatible at the required severity level. The plaintiff’s estimate of €10 weighs with sufficient severity
against mid-range values and, in particular, against all values that are sufficiently compatible with the
defendant’s estimate (and vice versa).
If the set of non-excluded infringement effects is empty at a required severity level, it is necessary to
perform a deeper examination of the assumptions underlying the differing estimates. Specifically, the
parties must provide supplementary clarification about specification tests or specific properties of
their models that usually are not presented to the courts, or an expert must be appointed to investigate this matter for the judge. Of course, given the uncertainties inherent to estimation, seemingly
incompatible discrepancies may arise purely by chance. In other cases, however, the reasons may
quickly become obvious upon closer examination. A possible cause is the “cherry-picking” of favorable
data or estimation techniques. In this situation, biased evidence may not be readily apparent as such
if the judge only considers evidence from one party in isolation. Contradictions are more readily apparent when estimates furnished by both parties are compared as we do in Figure 5 and Figure 6. The
concept of severity, as expressed in simple terms in these figures, helps to identify where the evidence
of one or both parties is characterized by bias and in need of revision. Overall, our article emphasizes
the importance of a currently neglected aspect of model evaluation in judicial practice and the fact
that any interpretation of statistical evidence needs to be considered in the context of the statistical
test procedure underlying that empirical evidence.
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